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Here: ℒ(θ) = ∑
i

|ψ(σi) − ψθ(σi) |2

θn+1 = θn − ηn ∇θℒ(θ) |θ=θn
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Born rule
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The model creates its own dataset - in each training step

P( ) = |ψ( ) |2

• The quantum state determines the 
probability distribution 

• We want to optimize the quantum 
state itself
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Diagonal observables
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With one of the exponentially many samples in the Hilbert space

E.g. Note: Reference basis, defining what  is has been chosen!
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More diagonal observables
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Off-diagonal observables
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Figure 3. Reconstruction of off-diagonal observables.
(a) Spatial average x̄ of the transverse field h�̂x

i i. (b) Trans-
verse field expectation values at site i for � ⇡ 0.7 MHz. (c)
Averaged nearest-neighbor correlations in the x basis. (d)
Nearest-neighbor correlation h�̂x

i �̂
x
i+1ic as a function of posi-

tion i for � = 10 MHz. The two peaks correspond to the
bonds highlighted in Fig. 1b.

spurious features in the data produced by measurement
errors. This noise layer regularization significantly im-
proves the fidelity between | �i and the state ⇢̂ underly-
ing the data; numerical tests [24] based on Lindbladian
simulation of our experiment result in fidelities greater
than 90% for the full many-body state at the end of the
sweep. All reconstructions presented below are obtained
in this fashion.

Experimental Reconstruction: accessible ob-
servables - In the experiment, at fifteen subsequent
time-steps t (Fig. 1c), the sweep is halted and measure-
ments ⌧ are sampled from the state ⇢̂(t). At each time-
step, a dataset of around 3,000 samples is collected and
used to train a single three-layer model with 2N = 16
hidden units. After training the networks, standard
sampling methods can be applied to compute expecta-
tion values of observables, with a computational cost
scaling polynomially in the network size [24]. We con-
sider in particular the connected correlation functions
h�̂
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N�s

P
N�s

i=1 h�̂
↵

i
�̂
↵

i+s
ic.

In Fig. 2, we verify that our reconstructions learn to
represent their training sets, by examining their ability
to accurately reproduce observables which are diagonal
in the occupation number basis. Besides the Rydberg
excitation profiles hn̂ii (Figs. 2a,b) the networks learn

Figure 4. Rényi Mutual Information in the many-
body state. The quantum (Rényi) mutual information I2,
defined as I2(s) = S2(⇢̂

A
s ) + S2(⇢̂

B
s ) � S2(⇢̂), where S2(⇢̂) =

� logTr⇢̂2 is the second-order Rényi entropy, ⇢̂ is the (mixed)
state of the whole system, and ⇢̂As , ⇢̂

B
s are the reduced density

matrices for the subsystems As = {1, ..., s}, Bs = {s+1, ...N}

respectively, defined by a partitioning of the system at bond
(s, s + 1). The mutual information is plotted for a partition
at bond (3,4), as a function of detuning. Inset: The mutual
information I2(s) as a function of the cut bond s for � = 10
MHz.

the strong two-body correlations h�̂
z

i
�̂
z

j
ic present in the

experimental data (Figs. 2c,d). We compare the results
of the reconstruction process to the exact solutions of a
Lindblad master equation for the full many-body evo-
lution. Our Lindbladian simulation predicts Rydberg
excitation profiles in excellent agreement with experi-
ment, but its significantly weaker correlations suggest our
model for the sweep dynamics is partially incomplete.

Experimental Reconstruction: inaccessible ob-
servables - Turning to experimentally inaccessible quan-
tities (Fig. 3), the reconstructions and simulation agree
qualitatively in the temporal and spatial profiles of the
transverse field h�̂

x

i
i, although the RBMs predict some-

what larger values in the ordered phase. Note that the
distinct spatial variation of the transverse field correla-
tions, a signature of quantum fluctuations captured in
the approximate state (2), is reconstructed directly from
our experimental data (Fig. 3d). Training on synthetic
data [24] indicates that a large portion of the disagree-
ment between reconstruction and simulation in e.g. the
correlations ḡxx(1) (Fig. 3c) is due to the discrepancy be-
tween our Lindbladian model and experiment evident in
Fig. 2, not the RBM model itself.

Beyond few-body observables, an important question
is whether entanglement properties are reproduced ac-
curately in reconstruction. From our RBMs, the Rényi
entropy – which requires specialized or hardware-specific
protocols to access directly in experiment [40, 41] – may
be extracted in a scalable fashion by applying a state-
replication and swap procedure virtually [15, 42]. In fact,
for pure experimental states, positive-pure ansatzes such
as the RBM wavefunction provide a lower bound on the
mutual information defined by the Rényi entropy ([43],
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Training loop
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Born-Regel

The network represents a new quantum state 
in each training step The dataset changes in each training step
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method is used for a Heisenberg chain with a length of N = 30, and the accuracy is on the order of
10�3.

Another promising approach is based on purification technique by introducing additional degrees
of freedom, typically through entanglement, to convert a mixed state into a pure state. site to the
system. We take the purified state as | (T = 1)i =

N
Nsite

i=1 (|"#0i+ |#0i)
i
, and perform the imaginary

time evolution.

• Ref. [159] METTS, � correction

• Ref. [161] Purifying Deep Boltzmann Machines for Thermal Quantum States

• Ref. [162] neural thermofields

3.4 Dynamics (Anka starts)

Neural network quantum states are not limited to ground-state problems, but are capable of describing
time-dependent systems. The quantum dynamics can be obtained using complex-valued and time-
dependent network weights ✓(t) [163]. These states are capable of describing volume-law (or area-law
in 2D) entangled state dynamics, opposed to tensor networks. Thus, neural quantum states are not
limited by the strong entanglement growth during long-time dynamics [164, 142, 165]. Numerically
exact results for timescales comparable to or exceeding the capabilities of TN algorithms have been
obtained [141].
Following the Dirac-Frenkel Variational principle, the time derivative of the neural network weights
are to be optimized such that the variational residuals

R(✓̇(t)) = dist(@t ✓̃,�iĤ ✓) (26)

are minimized. [163, 164]. This is achieved within the stochastic approach using time-dependent Vari-
ational Monte Carlo method (t-VMC). In most cases t-VMC is used in combination with Stochastic
Reconfiguration, see section 3.1. The iteration scheme to find the ground state energy can be inter-
preted as an e↵ective imaginary time evolution, such that an iteration scheme to approximate the
real-time evolution of the quantum spin system can be derived in an analogues way [140]. At each
time step | [✓(t)]|2 is sampled and minimization of the variational residual is evaluated. Minimization
of the variational residuals with respect to ✓̇ gives a first order di↵erential equation for the weights
✓(t) [141]. The equation of motion of the variational parameters ✓ is given by

✓̇(t) = �iS�1(t)F (t) (27)

Here the covariance matrix S is defined as in section 3.1 and the vector of forces F is defined by

Fk(p) = hElocO
⇤
k
i � hElocihO⇤

k
i

Problems with this method include the unstable Moore-Penrose pseudo-inverse of the S matrix, which
requires choosing a right cut-o↵ tolerance for small singular values. In practice we find that the chosen
cut-o↵ for the pseudo-inverse of S can alter t-VMC. Krylov subspace methods (i.e. the conjugate
gradient method or MINRES algorithm) avoid this sensitivity problem, but are not always converging
[164]. Another issue arises due to the sensitivity of the S matrix, which requires a very large num-
ber of samples. This makes it very prone to noise (i.e. sensitive to stochastic variations coming from
sampling). When calculating the dynamics of a system, this error accumulates each timestep. [164, 142]

Regularization schemes for S have been developed, but these still require diagonalizing S, which
has a high computational cost (O(k3)) [164] and impacts accuracy [142]. An alternative approach,
the implicit midpoint method, has been explored [164, 141]. In this method, the contributions to the
time dependent variational principle (TDVP) of which there is insu�cient information available due
to constraints of a finitie number of samples NMC , are disregarded. This has shown some advantages
in preserving the symplectic form of Hamiltonian dynamics while not complicating the network opti-
mization with intermediate quantities [164, 141].
To speed up the simulation of the dynamics of many-body systems, hybrid methods are used such as

13

Dynamics: 
Time-dep. variational principle

Carleo & Troyer, Science 355 (2017), 
Schmitt & Heyl, PRL 125 (2020),  
Guiterrez & Mendl, Quantum 6 (2022), 
Sinibaldi et al., arXiv:2305.14294, …

using neural quantum states with calculations onto quantum devices to determine expectation values
with high computational cost [166]. Other methods to speed up ED calculations consist of training
with time evolved states that have been exactly calculated using ED, such that the evolution of new
initial states can be predicted by NN [167].

Accessing all regimes via t-VMC stays challenging. The stability of t-VMC strongly depends on the
chosen variational ansatz [142], and is a↵ected by systematic statistical bias or an exponential sample
complexity when the wave-function contains zeros. This is also the case for ground state calculations,
but is less harmful due to the accumulation of error that a↵ects dynamics [168]. A new method is
proposed to circumvent these issues by [142] and [168]: Projected time-dependent Variational Monte
Carlo (p-tVMC). The scheme consists of casting a Runge-Kutta integration scheme into minimizing a
variational distance at each time step. Starting again from the Dirac-Frenkel Variational Principle, an
s-order Runge-Kutta approximant is to be used, instead of a first order. This results in the calculation
of a metric based upon Fidelity, in contrast to the normally used Fubini Study distance. This fidelity
can be estimated through Monte Carlo sampling and should be considered the distance to be optimized
[168]:

min
✓̃

I(| ✓̃i, U | ✓i) (28)

The p-tVMC method only scales linearly with the number of parameters, which makes it better suited
for large neural network architectures. This enables the use of an autoregressive network for quantum
dynamics due to the low sampling cost [142]. Since it is not a↵ected by biases or vanishing SNR, it
can simulate dynamics in cases where t-VMC fails or is ine�cient [168].
The simulation of dissipative quantum dynamics using NQS has been explored using neural network
parametrization for the quantum density matrix, again in combination with a stochastic learning
method to compute its dynamics. In 1D this is done in [169].

to do:

• long time dynamics with Quantum Renormalization Groups [170]

• the architecture makes a di↵erence! Ref [165]: growth rate of parameters required for time
evolution depends on architecture

• numerical instabilities of t-VMC due to unmitigated noise that is strongly amplified by the
nonlinear equations of motion for the network parameters [171]

3.5 Open System

The state of an open quantum system is described by its density operator ⇢̂. This makes the simulation
of open systems even more challenging than for closed systems, since for density matrices, the curse
of dimensionality is even more pronounced as for wave functions, e.g. for a system of N spin-1/2
particles the number of coe�cients to parameterize ⇢̂ scales as 4N coe�cients [172]. The dynamics of
open quantum systems is governed by the Lindblad master equation,

˙̂⇢ = �i
h
Ĥ, ⇢̂

i
+ �

X

i

✓
(L̂i)†⇢̂L̂i � 1

2
{(L̂i)†L̂i, ⇢̂}

◆
(29)

where [. . . ]({. . . }) denote (anti-)commutators and L̂ are so-called jump operators. The first term
describes the unitary dynamics of the system given by Ĥ, the second the non-unitary dynamics due
to the dissipation to the environment with strength �. Eq. (29) can also be expressed as

d

dt
⇢̂ = L̂(⇢̂) (30)

with the Liouvillian L̂.

Typically, the second form is used to determine the solution of Eqs. (29) and (30) using NQS. This
can be done using di↵erent approaches:
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Finding ground states:  
Minimize energy

output layers for phase and amplitude or by one network with complex weights. In Ref. [124], a
compex-valued RBM and a RBM with di↵erent real-valued networks to approximate amplitude and
phase are compared for the J1 � J2 model. In a systematic study on small clusters, they show that
the complex RBM the latter. Furthermore, the authors of Ref. [125] show for the exemplary case of a
FFNN that the choice of activation function can strongly influence the performance.

A second design choice is how to incorporate symmetries in the NQS training that restricts the
optimization space to states in the target symmetry sector, hence improving the performance [67, 89,
83, 35]. There are di↵erent symmetrizations used in the literature [35]:

1. bare-symmetry:

 S

✓ (�) = exp

0

@ 1

|T |
X

�S2T (�)

ln
⇥
 ✓(�

S)
⇤
1

A (13)

2. exp-symmetry

 S

✓ (�) =

0

@ 1

|T |
X

�S2T (�)

 ✓(�
S)

1

A (14)

3. sep-symmetry

 S

✓ (�) =

vuuutexp

0

@ 1

|T |
X

�S2T (�)

2Re{ln [ ✓(�S)]}

1

A · exp

0

@i arg

0

@
X

�S2T (�)

exp (i Im{ln [ ✓(�S)]})

1

A

1

A

(15)

for symmetry operations T on samples �. Note that only the last keeps the autoregressive property
intact since

P
�S2T (�) | S

✓ (�
S)|2 =

P
�S2T (�) | ✓(�S)|2. Furthermore, architectures that preserve

certain symmetries explicitly can be used, such as group CNNs [72] and gauge equivariant neural
Networks [126].

Lastly, in Ref. [127] they argue for the exemplary architecture of an RBM that using of overpa-
rameterized NQS and subsequently pruning small parameters of the trained model can improve the
performance. The compression by pruning is also discussed in Ref. [128].

3 Applications of NQS

3.1 Ground States (Hannah starts)

Neural quantum states are normally trained using variational Monte Carlo (VMC) [129, 130]. It is
based on variational wave functions | ✓i such as NQS, parameterized by parameters ✓. To approximate
ground states with NQS, the energy

E✓ =
h ✓| Ĥ | ✓i
h ✓| ✓i

� Egs, (16)

should be as close as possible to the ground state energy Egs. For variational wave functions  ✓, this
expectation value E✓ can be evaluated from samples � drawn from the wave function’s amplitude
| ✓|2. More general, for an operator Ô, the expectation value can be written as

hÔi = h ✓| Ô | ✓i =
X

��0

h ✓|�i h�| Ô |�0i h�0| ✓i =
X

�

| ✓(�)|2
X

�0

 ✓(�0)

 ✓(�)
h�| Ô |�0i ⇡ hOloc

✓ (�)i�

(17)

with the local estimator Oloc
✓ (�) =

P
�0

 ✓(�
0)

 ✓(�) h�| Ô |�0i and the Monte Carlo average h·i. For local

operators, Oloc can be evaluated very e�ciently and does not scale with the total system size [131].

10

State reconstruction: 
Minimize Kullback-Leibler divergence

The potential of neural quantum states for QST has been explored for various pure and mixed
quantum states. One of the first works reconstructs finite temperature states of the 1D and 2D Ising
model using real-valued RBMs [182]. Furthermore, highly entangled states with more than a hundred
qubits are reconstructed in Ref. [43] using a complex RBM. In these works, the NQS is trained by
minimizing the Kullback-Leibler divergence between the measurement distribution q and the NQS
amplitudes p✓,

DKL(q|p✓) =
X

�

q(�) log

✓
q(�)

p✓(�)

◆
(32)

on the underlying dataset D with measurements � 2 D.

This procedure assumes pure quantum states, which is typically not the case in experimental
settings. In some cases, pure representations can nevertheless be used to approximately represent the
states under consideration and e↵ect of measurement errors in the training data can be mitigated
by modifications of the NQS architecture, as shown in Ref. [183] for data from 1D Rydberg tweezer
arrays using an RBM with an additional noise layer. However, in many cases, the reconstruction of
the full density matrix is required. Requirements on the density matrix, such as positivity, can be
enforced using a purification scheme with additional latent units [184]. Other works considering mixed
state representations involve generative models, neural density operators and POVM representatins
[91, 185, 186]. In Ref. [187], an iterative scheme to promote any pure state reconstruction to a mixed
state reconstruction is proposed. The reconstruction performance can be increased by filtering the
experimental data [188] or constraining the density matrix, e.g. to positivity or global symmetries,
improve the performance, in particular in the presence of measurement imperfections [189, 89].

Also in the setting of QST, the choice of NQS depends on the state under consideration, with
potential advantages e.g. of autoregressive networks and their perfect sampling [190] or of networks
which can represent a high degree of entanglement [101, 191]. Typical architectures are RBMs [182, 43,
192, 193], RNNs and transformer networks [101, 191, 89, 193, 194], CNNs [190], generative adversarial
networks [195] and variational autoencoders [196].

To further reduce the amount of measurement data needed for the reconstruction, an e�cient
evaluation of the typically incomplete set of measurements is needed. In Ref. [197], the authors present
an e�cient method for constructing approximate classical descriptions of quantum states from very few
measurements, so-called classical shadows. Further works consider the e↵ect of local measurements
[198] or an e�cient choice of measurement configurations [199, 94]. Hereby, adaptive schemes that
incorporate the knowledge gained from previous measurements to propose the next measurement
configuration of great interest [200, 94]. Moreover, NQS can be pretrained with artificial data before
the measurements to enhance the reconstruction [201].

3.6.2 Hybrid Training (Annabelle?)

The ground state search described in section 3.1 typically starts from an NQS with randomly initialized
parameters ✓0. Assuming convergence of the variational Monte Carlo procedure, the details of this
initialization should not matter. However, if the ground start search is challenging, e.g. due to local
minima, the question of convergence itself, as well as how many iterations are needed to reach the
ground state can crucially depend on the choice of ✓0. Using existing data, e.g. from other numerical
simulations or an experimental realization, the initial parameters can be chosen such that the ground
state search starts from a highly promising region of the parameter space. In this case, the data is
used to perform state reconstruction as described in section 3.6.1. Subsequently, the parameters of the
same neural quantum state are variationally minimized to find the ground state.

In an experiment, the ground state is typically not perfectly realized. The combination of experi-
mental data from a state close to the ground state with a subsequent numerical ground state search
can yield better results than either approach exhibits on its own, as demonstrated for large, interacting
two-dimensional Rydberg atom arrays using quantum Monte Carlo data in [202] and using experimen-
tal data from large two-dimensional Rydberg atom arrays [203] in [204]. In both cases, a recurrent
neural network was used to represent the quantum state. In these examples, the Hamiltonian under
consideration is stoquastic, and thus a wavefunction with real coe�cients can represent its ground
state. This means in particular that measurements in the computational basis are su�cient for a
faithful state reconstruction.
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Torlai et al., Nat. Phys. 14 (2018), Koutny et al., PRA 106 (2022), …

Open systems: 
Solve the master equation

10

vd Walle, Schmitt, Bohrdt, MLST (2025)
Lange*, Böhler*, Roth, Bohrdt, PRL 135 (2025)

Vovk et al., arXiv:2508.08964

Review article: Lange, …, Bohrdt, QST 9 (2024)
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Finite temperature states: 
METTS, purification

Hendry et al., PRB 106 (2022), Nomura et al., PRL 127 (2021), … 

Döschl, Abedinnia et al., in preparation
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Expressivity & 
Optimization
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Why neural quantum states?
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Quantum States

NQS

MPS

Gapped 1D
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Re ψθ

…

see e.g. Sharir et al., PRB 106 (2022); Deng et al., PRX 7 (2017)
Review article: Lange, …, Bohrdt, QST 9 (2024)
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The optimization problem

Lange et al., Comms. Phys. 7 (2024) 
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Figure 5. t � J (blue) and t � Jz (red) square lattice with
4⇥4 sites, t/J = 3 and periodic boundaries: a) Quasiparticle
dispersion for a single hole obtained with the RNN (blue and
red markers), compared to the exact energies from ED (lines).
We average the energy over the last 100 training iterations,
each with 200 samples, with the respective error bars shown
in blue and red. We show the exact low-energy excited states
as well. b) Relative error �✏ during the ground state training
for t � J (light blue) and t � Jz (light red) square lattice
ground states, with dh = 100 and minSR (t� J) and dh = 70
and Adam (t�Jz). Thick lines are averages over 100 training
iterations to guide the eye.

persion is

E(kx) = �2t cos(kh) + J± cos (2(kx � kh)) + J± + Jz,
(14)

where kh is the momentum of the holon and kx = kh+ks
is the combined momentum of holon and spinon. Eq.
(14) is denoted by the gray line in Fig. 4. Again, the
agreement with the RNN is relatively good.

2. t� J model on a square lattice

Due to the layered structure of high-Tc superconduc-
tors like cuprates [21] or nickelates [65, 66], the physics of
t � J systems upon doping is particularly interesting in
2D. In Figs. 1 and 5, the Quasiparticle dispersion for a
single hole on 10⇥4 and 4⇥4 t�J and t�Jz lattices are
presented. In both cases, Figs. 1b and 5b show that the
ground state convergence is better for the t � Jz model
with relative errors on the order of �✏ ⇡ 10�3 for both
system sizes, yielding a good agreement with the refer-
ence energies from DMRG (10⇥4 system) and ED (4⇥4
system) for all considered energies E(kx, ky) away from
the ground state. With a relative error of �✏ ⇡ 10�2,
the error of the t � J ground states is above the t � Jz
systems, which is also reflected in the accuracy of the
dispersion ERNN(kx, ky) in Figs. 1a and 5a.

In contrast to the previous section, there is no spin-
charge separation in the strict sense in two dimensional

systems. In the case t � J± = Jz =: J that we consider
here (t/J = 3), the mobile dopant can be described by
fractionalized spinons and chargons that are confined by
a string-like potential that arises due to the spin back-
ground distortion when the dopant moves through the
system [67, 68]. Based on this idea, Laughlin [69] drew
the analogy with the 1D Fermi-Hubbard or t�J systems
and suggested that the dispersion in the respective 2D
systems can be interpreted in terms of pointlike partons,
spinons and chargons, that interact with each other.
This parton picture explains that the quasiparticle
dispersion for a single hole is dominated the spinon with
a bandwidth on the order of J±, with corrections by the
chargon on energy scales of t [35]. This mechanism also
provides the explanation for the flat dispersion for the
t�Jz model in contrast to the t�J model, as captued by
the RNN, see Figs. 1 and 5. Despite the small deviations
from the dispersions calculated with ED or DMRG, our
RNN architecture, succeeds in capturing the respective
bandwidths of t � Jz and t � J models very accurately,
allowing to gain valuable insights on the spinon and
chargon physics from the RNN dispersions. Further-
more, the fact that node (⇡/2,⇡/2) and antinode (⇡, 0)
are degenerate in the 4x4 system is correctly reproduced.

Lastly, we would like to mention that there is a small
region of suppressed spectral weight near (⇡,⇡) in the
DMRG results of the t�J system [46]. This suppression
yields di�culties for our RNN scheme that are further
discussed in Appendix C.

3. t� J model on a triangular lattice

On triangular lattices, the physical phenomena that
are observed are distinctly di↵erent from the physics of
bipartite lattices, due to the notion of frustration and
the absence of particle-hole symmetry in non-bipartite
lattices, among them e.g. kinetic frustration [70, 71].
In particular, the underlying constituents upon doping
the triangular ladder are not known [71], making the
triangular lattice an intriguing system to study. Recent
advancements have shown that these lattices can also
be studied experimentally using optical triangular
lattices [72–74] and solid state platforms based on Moiré
heterostructures [75–77].

Triangular spin systems have already been studied us-
ing RNNs [19]. Here, we consider a triangular t�J ladder
with length Lx = 9, with the quasiparticle dispersion for
a single hole and the learning curves with and without
doping shown in Fig. 6.
As suggested in Ref. [19], we use variational annealing

for the training for the triangular lattice, that was shown
to improve the performance for frustrated systems like
the triangular Heisenberg model [19]. The idea of anneal-
ing is to avoid getting stuck in local minima by including
an artificial temperature T in the learning process. In

More parameters than Hilbert space dimension 
Higher representative power than MPS?!

 model with a single hole: 4 × 4 t − J
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Can neural quantum states learn volume-law ground states?

Giacomo Passetti,1 Damian Hofmann,2 Pit Neitemeier,1

Lukas Grunwald,1, 2 Michael A. Sentef,3, 2 and Dante M. Kennes1, 2

1Institut für Theorie der Statistischen Physik, RWTH Aachen University and
JARA-Fundamentals of Future Information Technology, 52056 Aachen, Germany

2Max Planck Institute for the Structure and Dynamics of Matter, Center for
Free-Electron Laser Science (CFEL), Luruper Chaussee 149, 22761 Hamburg, Germany

3H H Wills Physics Laboratory, University of Bristol, Bristol BS8 1TL, United Kingdom
(Dated: December 16, 2022)

We study whether neural quantum states based on multi-layer feed-forward networks can find
ground states which exhibit volume-law entanglement entropy. As a testbed, we employ the paradig-
matic Sachdev-Ye-Kitaev model. We find that both shallow and deep feed-forward networks require
an exponential number of parameters in order to represent the ground state of this model. This
demonstrates that su�ciently complicated quantum states, although being physical solutions to rel-
evant models and not pathological cases, can still be di�cult to learn to the point of intractability
at larger system sizes. This highlights the importance of further investigations into the physical
properties of quantum states amenable to an e�cient neural representation.

Introduction.— The exponential complexity of repre-
senting general quantum many-body states is a key chal-
lenge in computational quantum physics. To simulate
systems beyond small sizes tractable by exact diagonal-
ization methods, it is necessary to find an e�cient rep-
resentation of quantum states of interest. This is made
possible by the fact that physically relevant states usu-
ally possess a high degree of structure, compared to an
arbitrary Hilbert space vector. As a prominent example,
ground states of local, gapped Hamiltonians exhibit an
area law of the entanglement entropy, i.e., an entangle-
ment entropy that scales like the boundary of the subre-
gion instead of its volume. For systems with a low dimen-
sionality, typically 1D, the area law allows for an e�cient
representation of the wave function as a matrix product
state, which can be simulated by algorithms such as the
density matrix renormalization group (DMRG) [1–5].

However, many quantum states of physical interest dis-
play a volume law scaling of the entanglement entropy
[6], for which generally applicable e�cient representa-
tions are not known to this date. One class of variational
approximations that has been studied to overcome this
challenge are neural quantum states (NQS) [7], which
are based on an artificial-neural-network representation
of the wave function’s probability amplitudes [8–10] and
have shown promising results for the study of discrete lat-
tice models even beyond one dimension [11–19]. Notably,
it has been shown that a shallow NQS ansatz is able to
e�ciently represent quantum states featuring volume-law
entanglement [20, 21], suggesting that this method could
complement tensor network techniques for the purpose of
uncovering the physics of highly entangled states. Nev-
ertheless, while for matrix product states and more gen-
eral tensor-network-based approaches it is known how the
entanglement scaling limits the representation capabili-
ties of the ansatz [3], there is so far no analogous phys-
ical property that directly relates to the ability of an
NQS to learn a given quantum state. Universal approx-
imation theorems, which have been proven for several

broad classes of neural networks, guarantee that, in the
limit of infinite network size, a neural network ansatz can
theoretically represent any continuous function to arbi-
trary precision [22–25]. Still, these results do not provide
bounds on the scaling of the required number of param-
eters with the system size. For practical applications of
NQS, it is thus a central question to determine which
classes of quantum many-body states can be e�ciently
represented that are impossible to tackle with other es-
tablished variational ansätze.
In this Letter, we investigate the capabilities of NQS

based on shallow and deep feed-forward neural networks
(FFNNs) to represent ground states of the Sachdev-Ye-
Kitaev (SYK) model [26–28], which is a paradigmatic
model for quantum chaos and non-Fermi liquid behav-
ior [29] and which features a volume-law entanglement
in the ground state [30]. We present a systematic study
of the representation accuracy achieved by the FFNN in
dependence of the network hyperparameters. We find an
exponential dependence on the system size for the num-
ber of network parameters required to learn the SYK
ground state. This demonstrates limitations of fully gen-
eral NQS to learn complicated quantum ground states of
physical interest.
Model.— The SYK model describes strongly corre-

lated fermions on L sites and is defined by the Hamilto-
nian [26–28]

Ĥsyk (J) =
1

(2L)3/2

X

ijkl

Jij;kl ĉ
†
i ĉ

†
j ĉk ĉl, (1)

where ĉ(†)i , i 2 {1, . . . L}, are fermionic ladder operators.
The vertices Jij;kl have the symmetry J⇤

ij;kl = Jlk;ji and
Jij;kl = �Jji;kl and are random, uncorrelated, all-to-all
couplings that are drawn from a Gaussian unitary en-
semble (GUE) [31] with mean E [Jij;kl] = 0 and vari-
ance E

⇥
|Jij;kl|2

⇤
= 1 [29]. Consequently, quantities of

physical interest are expectation values over the ensem-
ble of couplings J , which is evaluated after the quantum-
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We study whether neural quantum states based on multi-layer feed-forward networks can find
ground states which exhibit volume-law entanglement entropy. As a testbed, we employ the paradig-
matic Sachdev-Ye-Kitaev model. We find that both shallow and deep feed-forward networks require
an exponential number of parameters in order to represent the ground state of this model. This
demonstrates that su�ciently complicated quantum states, although being physical solutions to rel-
evant models and not pathological cases, can still be di�cult to learn to the point of intractability
at larger system sizes. This highlights the importance of further investigations into the physical
properties of quantum states amenable to an e�cient neural representation.

Introduction.— The exponential complexity of repre-
senting general quantum many-body states is a key chal-
lenge in computational quantum physics. To simulate
systems beyond small sizes tractable by exact diagonal-
ization methods, it is necessary to find an e�cient rep-
resentation of quantum states of interest. This is made
possible by the fact that physically relevant states usu-
ally possess a high degree of structure, compared to an
arbitrary Hilbert space vector. As a prominent example,
ground states of local, gapped Hamiltonians exhibit an
area law of the entanglement entropy, i.e., an entangle-
ment entropy that scales like the boundary of the subre-
gion instead of its volume. For systems with a low dimen-
sionality, typically 1D, the area law allows for an e�cient
representation of the wave function as a matrix product
state, which can be simulated by algorithms such as the
density matrix renormalization group (DMRG) [1–5].

However, many quantum states of physical interest dis-
play a volume law scaling of the entanglement entropy
[6], for which generally applicable e�cient representa-
tions are not known to this date. One class of variational
approximations that has been studied to overcome this
challenge are neural quantum states (NQS) [7], which
are based on an artificial-neural-network representation
of the wave function’s probability amplitudes [8–10] and
have shown promising results for the study of discrete lat-
tice models even beyond one dimension [11–19]. Notably,
it has been shown that a shallow NQS ansatz is able to
e�ciently represent quantum states featuring volume-law
entanglement [20, 21], suggesting that this method could
complement tensor network techniques for the purpose of
uncovering the physics of highly entangled states. Nev-
ertheless, while for matrix product states and more gen-
eral tensor-network-based approaches it is known how the
entanglement scaling limits the representation capabili-
ties of the ansatz [3], there is so far no analogous phys-
ical property that directly relates to the ability of an
NQS to learn a given quantum state. Universal approx-
imation theorems, which have been proven for several

broad classes of neural networks, guarantee that, in the
limit of infinite network size, a neural network ansatz can
theoretically represent any continuous function to arbi-
trary precision [22–25]. Still, these results do not provide
bounds on the scaling of the required number of param-
eters with the system size. For practical applications of
NQS, it is thus a central question to determine which
classes of quantum many-body states can be e�ciently
represented that are impossible to tackle with other es-
tablished variational ansätze.
In this Letter, we investigate the capabilities of NQS

based on shallow and deep feed-forward neural networks
(FFNNs) to represent ground states of the Sachdev-Ye-
Kitaev (SYK) model [26–28], which is a paradigmatic
model for quantum chaos and non-Fermi liquid behav-
ior [29] and which features a volume-law entanglement
in the ground state [30]. We present a systematic study
of the representation accuracy achieved by the FFNN in
dependence of the network hyperparameters. We find an
exponential dependence on the system size for the num-
ber of network parameters required to learn the SYK
ground state. This demonstrates limitations of fully gen-
eral NQS to learn complicated quantum ground states of
physical interest.
Model.— The SYK model describes strongly corre-

lated fermions on L sites and is defined by the Hamilto-
nian [26–28]

Ĥsyk (J) =
1

(2L)3/2

X

ijkl

Jij;kl ĉ
†
i ĉ

†
j ĉk ĉl, (1)

where ĉ(†)i , i 2 {1, . . . L}, are fermionic ladder operators.
The vertices Jij;kl have the symmetry J⇤

ij;kl = Jlk;ji and
Jij;kl = �Jji;kl and are random, uncorrelated, all-to-all
couplings that are drawn from a Gaussian unitary en-
semble (GUE) [31] with mean E [Jij;kl] = 0 and vari-
ance E

⇥
|Jij;kl|2

⇤
= 1 [29]. Consequently, quantities of

physical interest are expectation values over the ensem-
ble of couplings J , which is evaluated after the quantum-
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Comment on “Can Neural Quantum States Learn Volume-Law Ground States?”
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Passetti et al. [1] recently assessed the potential of neural quantum states (NQS) [2] in learning
ground-state wave functions with volume-law entanglement scaling. They focused on NQS using
feedforward neural networks, specifically applied to the complex SYK Hamiltonian for fermions [3].
Their numerical results hint at an exponential increase in the required variational parameters as
the system size grows, apparently tied to the entanglement growth within the SYK ground state.
This challenges the general utility of NQS for highly entangled wavefunctions, contrasting with
established analytical [4–9] and numerical findings [4, 9]. Based on our experiments, we show that
suitably chosen NQS can learn ground states with volume-law entanglement both for spin and
fermionic problems. We argue that the setup utilized in [1] reveals the ine!ciency of non-fermionic
NQS to learn fermionic states, rather than a general connection between entanglement content and
learnability hardness.

In Fig. 1(a), we show the average infidelity ob-

tained by performing fidelity optimization on the ground-

state wavefunction of ten instances of the quantum

Sherrington-Kirkpatrick model (QSK) [10]. We show re-

sults for a two-layer perceptron NQS with real param-

eters, tanh activation, and varying hidden-unit density

ω. Although the ground state of the QSK model ex-

hibits volume-law entanglement [10] (see also Fig. 1(d1)),

quadratically increasing the number of parameters with

system size L proves su!cient to achieve infidelity be-

low a threshold of 10
→3

, a more stringent condition of

learnability than the energy relative error discussed in

Ref. [1], also shown in Fig. 1(c). This already shows that

NQS can e!ciently learn non-trivial, volume-law entan-

gled ground states, thus answering the question posed in

the title of Ref. [1] in the positive and consistent with

previous literature in the field [4–9].

We also consider a SYK-type disordered fermionic

Hamiltonian (DF) [11]: Ĥ =
∑

i<j(Jij ĉ
†
i ĉj + Vij n̂in̂j),

with random symmetric matrices Jij and Vij drawn from

N (0, 1/
→
L). This Hamiltonian yields ground states with

volume-law entanglement (Fig. 1(d2)). In Fig. 1(b) and

(c), we compare two feedforward neural-network archi-

tectures: (i) a two-layer perceptron similar to Ref. [1],

and (ii) an architecture with output dimension N↑L,

used in a Slater determinant through the backflow-

transformation prescription [12]. Architecture (i) fails to

learn the target ground state within a required infidelity

of 10
→3

, resembling the scaling behavior observed in [1]

for the SYK Hamiltonian. Model (ii), instead, e!ciently

represents the ground-state wavefunction. The scaling

behavior observed in (i) also occurs in the non-interacting

(Vij = 0) case (not shown here), whereas fermionic NQS

(ii) learn these states e!ciently. These findings suggest

that the hints of exponential scaling observed in [1] with

a type-(i) ansatz are unrelated to entanglement content;

rather, they are an intrinsic manifestation of the ine!-

cacy of a non-fermionic NQS in describing a fermionic
system.

In summary, our results demonstrate that appropri-

ately chosen NQS are e”ective at learning ground states

characterized by volume-law entanglement in strongly in-

teracting spin and fermionic systems. It is worth noting,

however, that the central question posed in Ref. [1], “Can

NQS learn volume-law states?”, remains open. Instead,

the study’s outcomes emphasize an issue arguably unre-

lated to entanglement: the limitations of pure feedfor-

ward architectures in capturing fermionic ground states.

Notably, this very observation has been instrumental in

guiding the development of NQS tailored for strongly in-

teracting lattice fermions [12–14] over the past six years.

This work was supported by SEFRI under Grant

No. MB22.00051 (NEQS - Neural Quantum Simulation).

NQS simulations were performed using NetKet [15], the

entanglement entropy was evaluated using QuTiP [16].
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FIG. 8. Average bipartite entanglement entropy SA

2 as a function of system size L for three combinations of nonlinearities:
(a) (A, g) = (Circ, SM), (b) (A, g) = (SM, SM), and (c) (A, g) = (SM, 1), evaluated over ensembles of complex random ATF
wavefunctions. In all models, fFL = ReLU. Each curve corresponds to a fixed embedding dimension demb = 20 and a di!erent
value of the Gaussian width ω → {0.1, 0.2, 0.4, 0.5, 0.8}. In (a) and (b), we use 2 ↑ 105 Monte Carlo samples for entropy
estimation, while in (c) 204800 samples are used. Each data point represents an average over Ninit = 500 independently
initialized wavefunctions. The dashed lines denote best-fit curves of the form Sfit(L) = aLω + b logL+ c. Error bars represent
standard error of the mean over the initialization ensemble; ATF sampling errors are negligible for the data shown.

fitted exponents (ω → 0.7, b → 0.6) suggest a crossover
between critical-like logarithmic [51, 98–100] and power
law scaling, and by ε = 0.8, the model appears to have
entered a linear, volume-law-like regime, with ω → 1, and
only minor logarithmic corrections. Such a progression is
not as evident in the (A, g) = (SM, SM) case. This tallies
with our understanding of the softmax-based attention,
which disproportionately amplifies large attention scores,
while the circulant attention maintains a more uniform
distribution over positions, preserving longer-range corre-
lations [101]. An attention-induced entanglement scaling
transition in random ATF wavefunctions in the thermo-
dynamic limit is not impossible to conceive, especially in
the vicinity of the SA

2
peak and to its right, but more data

at larger system sizes L ↑ 100 is needed to strengthen
this argument.

In Fig. 8(c), we study unnormalized wavefunctions
by setting (A, g) = (SM,1), where we find that in the
large ε regime, entanglement is no longer suppressed,
as per Fig. 7(D). The model generates substantial en-
tropy at large ε ↓ 0.8, significantly more than the
(A, g) = (SM, SM) model, but the scaling is clearly at
best logarithmic. Of course, all curves shown in Fig. 8
may eventually saturate to a constant at larger L. We
believe that the strong scaling up to at least L ↓ 100
generated with a relatively low number of parameters en-
forces the belief that, like the RNN, the ATF can be used
to simulate highly entangled ground states of models of
interest, at the large enough sizes needed to adequately
characterize their critical behavior [43, 58] .

C. Level Statistics of Entanglement Spectra

Next, we investigate the entanglement spectrum level
statistics of random ATF wavefunctions. Here we re-

strict ourselves to two autoregressive architectures with
softmax-based attention at fixed demb = 20, (A, g) =
(SM, SM) and (A, g) = (SM,MOD), showcasing the re-
sults in Fig. 9. We find that in the regions of maximal
entanglement, ATF wavefunctions remarkably produce
GUE level statistics, just like their autoregressive RNN
counterparts in the maximally entangled regions of their
own (dh,ε) phase diagrams. As Fig. 9(a) shows, when

g = SM, the GUE statistics are clear only at the SA

2
max-

ima of Fig. 7(A), near ε ↓ 0.5; away from those peaks,
the statistics become more Poisson-like, though the Pois-
son behavior is not as clear at small gap ratio r as it is
at larger r.
When g = MOD in Fig. 9(b), there is no final layer

softmax suppression, and the statistics are GUE at al-
most all ε values shown, including at the larger ε values
at which the g = SM wavefunctions of Fig. 9(a) have al-
ready crossed into Poisson-like statistics. In other words,
moving from the softmax to a square modulus norm in-
duces GUE statistics at large ε. At the same time, tran-
sitions from Poisson to GUE and vice-versa are also in-
duced by the Gaussian width itself when g = SM.
While the GUE statistics indicate thermal-like behav-

ior in maximally entangled random ATF wavefunctions,
the eigenvalues of the reduced density matrix indicate
non-thermal behavior, deviating from the Marchenko-
Pastur distribution [80]. Thus, random ATF wavefunc-
tions, like random RNN states, are neither fully ther-
mal, nor fully localized; instead they are “thermal-like”
in some regimes, “MBL-like” in others.

D. Variational Monte Carlo

In Figure 10(a), we present average convergence time
results as a function of ε for random ATF wavefunction

Conoscenti et al., in preparation
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Variational wave functions offer a practical route around the exponential complexity of many-body
Hilbert spaces, but their expressive power is often sharply constrained. Matrix product states, for instance,
are efficient but limited to area law entangled states. Neural quantum states (NQS) are widely believed to
overcome such limitations, yet little is known about their fundamental constraints. Here we prove that feed-
forward neural quantum states acting on n spins with k scalar nonlinearities, under certain analyticity
assumptions, obey a bound on entanglement entropy for any subregion: S ≤ ck log n, for a constant c. This
establishes an NQS analog of the area law constraint for matrix product states and rules out volume law
entanglement for NQS with Oð1Þ nonlinearities. We demonstrate analytically and numerically that the
scaling with n is tight for a wide variety of NQS. Our Letter establishes a fundamental constraint on NQS
that applies broadly across different network designs, while reinforcing their substantial expressive power.

DOI: 10.1103/rpj5-cns6

Introduction—A significant challenge in quantum many-
body physics is representing and manipulating states in the
exponentially large Hilbert space. A common strategy is to
restrict to variational states tailored to the needs of the
problem.Any variational statemust strike a balance between
efficiency and expressivity: at one extreme, general wave
functions quickly become computationally intractable,
while at the other, few-parameter wave functions may be
insufficiently expressive.
In tensor network-based states such as matrix product

states (MPS) [1–5], this tradeoff is well understood. While
they are amenable to very efficient algorithms, their expres-
sive power is constrained by an area law upper bound on
entanglement. MPS faithfully describe ground states of
gapped one-dimensional systems with short-range inter-
actions, but cannot efficiently represent critical states or
states with volume law entanglement. Knowing these
limitations has been crucial: it underpins our understanding
of their success for gapped ground states [6–8] and points to
where new methods are needed [9,10].
Neural quantum states (NQS), introduced by Carleo and

Troyer [11], have emerged as an alternative variational
class based on neural networks. They capitalize on the
remarkable expressivity of neural networks and efficiency
of modern optimizers for a huge number of parameters
[12–14]. In practice, NQS have proven competitive across
condensed matter, quantum chemistry, and nuclear physics
[15–27], often achieving state-of-the-art accuracy and
competitive scaling compared to tensor network and

quantum Monte Carlo [28–32]. Yet, despite this empirical
progress, our theoretical understanding of NQS remains
nascent. In contrast to MPS, where our understanding of
expressivity constraints is mature, clear constraints are
largely lacking for NQS. Identifying such constraints, if
they exist, is crucial for conceptual understanding and for
deploying targeted solutions.
Due to their variability and flexibility, establishing

general constraints for NQS is a difficult task. Moreover,
by the universal approximation theorem [33], sufficiently
large NQS can in principle approximate any state.
Therefore, it is important to refine the scope of the problem.
In this Letter, we choose to restrict the number of scalar
nonlinearities k in the computational graph, i.e. the number
of elementary nonlinear operations or neurons. Specifically,
we consider families of NQS defined for arbitrary system
sizes n, but with k growing strictly slower thanOðn= log nÞ;
for clarity, we often state results in the regime k ¼ Oð1Þ.
Restricting to these NQS has two advantages. First, these
states are computationally cheaper, typically reducing the
cost of variational Monte Carlo (VMC). Second, as we’ll
show, bounding k allows us to derive a sharp constraint on
entanglement.
We prove that for these NQS, entanglement entropy of a

subregion A satisfies SA ¼ Oðμ log nÞ, where μ ≤ kþ 1 is
the effective dimension of an intermediate feature space.
Thus, no family of NQS can achieve volume law entangle-
ment, which requires SA ¼ OðjAjÞ for jAj ¼ OðnÞ, unless k
is at least Oðn= log nÞ, subject to our assumptions. This
provides a neural quantum state analog of the area law
constraint in MPS. For the case k ¼ Oð1Þ, we demonstrate
analytically and numerically that the scaling in n is tight.*Contact author: npaul@caltech.edu
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which allows us to predict the di!culty for NQS simula-

tions. Note that we use ωX
z/x

(n) instead of ω̄(S) at the
n
th basis vector of |XS→ for better comparability.
What does this mean and how can we profit from

this?— In almost all cases, we intuitively pick the basis
in which the wave function is peaked the most. E.g. the
natural choice for an | ↑↑ ... ↑→ state would be the |εz→ ba-
sis, since this provides an easy understanding of what we
want to represent. However, as we showed in Section V,
this requires surprisingly much computational e”ort (all
correlation orders require the same coe!cient), since it is
di!cult to align the weights such that most of the wave
function coe!cients are tuned to zero.

The analogy of correlations in the |ϑεz→ basis to the
wave function in the |εx→ basis would have shown the
same result. The product state | ↑↑ ... ↑→ in the |ϑεx→ basis
requires all wave function coe!cients to be the same:
ω
ωx(n) = ω

X ,z(n) = C. While the wave function in the
|ϑεz→ basis is peaked, the wave function in the correlator
basis |XS→ is widely spread.

If one uses the |ϑεx→ basis instead, which is counterin-
tuitive at first glance, the wave function in the correlator
basis |XS→matches the wave function in the |ϑεz→ basis and
is therefore strongly peaked: ωωz (n) = ω

X ,x(n) = ϖ1,n.
In a neural network, this requires just one single bias,
with all other weights set to zero.

In summary, even a rough understanding of the ground
state wave function in the |ϑεz→ and |ϑεx→ bases can provide
a useful indication of which basis may lead to a wave
function that is more or less peaked. Counterintuitively,
choosing the reference basis where the true ground state
wave function is less peaked will yield a more peaked
wave function in the corresponding correlator basis. This
can prove advantageous, especially when predominantly
low correlation orders need to be captured by the NQS
(compare with Section VIC). However, one must keep in
mind that the sign structure also changes with the basis,
which can complicate the optimization [53, 54].

Note that by applying unitary transformations, of-

ten in the form of Pauli operators Uz/x =
∏

i→A ε
z/x
i ,

we can change the sign structure ωNQS(ε)Uz|εz→ ↓
(↔1)N

ω
AωNQS(ε)|ε→ (Nω

A is the number of down spins
on the sublattice A) and the order of the basis states
ωNQS(ε)Ux|εz→ ↓ ωNQS(ε)|↔εA

z →↗|εĀ
z →. In many cases,

this can help to construct a basis that reduces the require-
ments of the NQS wave function.

Remark.— Non-local basis transformations, such as a
transformation to the Gaussian basis [55] or the momen-
tum basis [56, 57] aim to trade a decrease in complexity
of representing a quantum state with increased compu-
tational costs.

B. Entanglement bound from the expansion order

A typical measure for complexity of a quantum state is
the entanglement entropy S(ϱA) of a subregion A. Based
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FIG. 4. Entanglement scaling for di!erent neural networks
with maximal correlation order scaling with subsystem size
n = 1

4X (blue), with the area n =
→
X/ ln(X) (red), and

kept constant n = 1 (green).

on the entanglement entropy, one usually defines three
complexity scalings for quantum states: States with low
entanglement entropy scaling (constant or logarithmic),
states whose entanglement entropy scales with the area
of the subsystem, and state with volume law scaling. In
the following we provide an upper bound for the maximal
entanglement entropy an NQS can capture, based on its
maximal correlation order n.
The entanglement entropy S(ϱA) of a subregion A is

defined as:

S(ϱA) = ↔Tr(ϱA ln(ϱA)), (39)

with ϱA = TrB |ω→↘ω|. Rewriting ϱA in the correlator
basis provides an intuitive insight into the complexity of
representing a given quantum state:

(ϱA)a,a→ =
∑

B

ω(a,B)ω↑(a↓, B)

=
∑

B

ω̄(Sa, SB)ω̄
↑(Sa→ , SB)

= (MM
†)a,a→ .

(40)

The rank of matrix M determines the maximal entan-
glement entropy captured by a network with correlation
order n:

S(n, ϱA) ≃ ln(rank(M))

X=min(A,B)
≃ Smax(n,X) = ln

(
n∑

k=0

(
X

k

))

n/X↔1/2
≃ Sbound(n,X) = XH

(
n

X

)
(41)

whereH
(
n
X

)
is the binary entropy function [58, 59], valid

for n/X ≃ 1/2:

Sbound(n,X) = ↔n ln
(
n

X

)
↔ (X↔n) ln

(
1↔ n

X

)
. (42)

Döschl & Bohrdt, arXiv:2508.14152

Expand non-linear activation 
in correlation order:
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FIG. 2. Stripes and stripy superconductors in the t→ t→ model at strong coupling. Simulations are done on a 16↑ 16
lattice at U = 8 and ω = 1/8. All color plots are clipped at a maximum value shown in the color scale for ease of visualization.
a.-b. Charge and spin correlation functions of the filled stripe at t→ = 0 (a.) and a half-filled stripe at t→ = →0.3 (b.). The
spin correlation function is plotted on top, while one-dimensional cuts of the charge, Cc(x, y = 8), and sublattice-transformed
spin (→1)xCs(x, y = 8) correlations are plotted on the bottom. c. Energies of the filled stripe and half-filled stripe on a 256
site cluster as a function of t→. The statistical error bars are smaller than the data points. d.-e. Color plot of pair correlations,
Cp(x) at t→ = 0 (d.) and t→ = →0.3 (e.) f. Pair correlations as a function of scalar displacement |x| for t→ = 0 on a 256 site
cluster (gold), and for t→ = →0.3 on 128 (blue) and 256 (red) site clusters.

asymptotic value is fairly consistent. This indicates that
the 256 site cluster is likely large enough to resolve o!-
diagonal long range order. In contrast, the pair correla-
tions of the filled stripe phase decay to at least an order-
of-magnitude smaller value and are nearly zero within
our statistical error. Therefore, we expect that there is
very little or no superconductivity in this phase (which
is likely an insulator).

In order to show that the finding of superconductiv-
ity in the half-filled stripe is not biased by initialization,
we document how the pair correlations in the half-filled
stripe change with the strength of the d-wave pairing field
”0 used to initialize the orbitals.

!0 0.0 0.2 0.5
E/N -0.72452(5) -0.73338(4) -0.73752(4)

C̄p(|x| > 3) →2(2)↑ 10↑6 1.35(2)↑ 10↑4 1.06(2)↑ 10↑4

TABLE I. Energies and average pair correlations (for pair
separations of a distance larger than 3) for the partially-filled
stripe at U = 8, ω = 1/8 and t→ = →0.3 initialized with di”er-
ent pinning fields

For both optimizations with ”0 > 0, the optimization
converges to a paired state, with fairly similar correla-
tion functions. In contrast, for ”0 = 0, the optimization

finds a state with no pairing that has significantly higher
energy.

IV. SUPERCONDUCTIVITY IN THE
OVERDOPED HUBBARD MODEL

A. Pair correlation function and finite size e!ects

As mentioned in the introduction, a much debated
question is whether the pure Hubbard model has a su-
perconducting ground state in any region of the param-
eter space. This is a relevant question for optical lat-
tices which are beginning to reach e!ective temperatures
where superconductivity might be detected[20].
At a formal level, the Hubbard model is known to be

a d-wave superconductor for perturbatively small U [23,
24]. However, the critical temperature is exponentially
small in → (t/U)2, corresponding to very weak pairing.
An important practical goal is to figure out whether

pairing becomes substantial once U is increased beyond
the perturbative limit, but not so large as to induce stripe
ordering. This regime has been studied using diagram-
matic Monte Carlo, which detects a BCS-like pairing in-
stability for U/t < 4 [25].

Roth et al. (Flatiron), arXiv:2511.07566 
See also Gu et al., Nat. Comm. (2026), Rende et al., arXiv:2608.12465 

16x16 Hubbard model, 1/8 doping,  
pairing correlations
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Probing d-wave pairing in the t-t→-U Hubbard model with tensor-backflow wave

functions

Xiao Liang1, 2, →

1
Research Computing(Information Technology), William & Mary, Williamsburg, Virginia 23185, USA

2
Department of Physics, William & Mary, Williamsburg, Virginia 23185, USA

Building on the recently developed tensor-backflow method, which accurately describes energies
and stripe states in the Fermi-Hubbard model, we investigate d-wave pairing in the two-dimensional
t-t→-U Hubbard model. For the 8 → 8 lattice, we improve the wave function using symmetry pro-
jections followed by one Lanczos step, whereas for the 12 → 12 and 16 → 16 lattices, we apply one
Lanczos step without symmetry projection. We focus primarily on the parameter regime with filling
n = 0.875, on-site repulsion U = 8 and next-nearest-neighbor hopping t→ = ↑0.2t, a regime in which
enhanced d-wave pairing has been reported. The resulting energies are competitive with those ob-
tained using state-of-the-art neural quantum states. For example, on a 16→ 16 lattice with periodic
boundary conditions, the tensor-backflow wave function after one Lanczos step without explicit sym-
metry enforcement achieves a relative energy di!erence of 4.4→ 10↑3 from the symmetry-preserving
neural quantum state result. From the real space pair correlations, for t→ = ↑0.2t, we observe
stronger d-wave pair correlations together with the characteristic relative sign between horizontal
and vertical bond-pair components. Compared with t→ = 0, finite negative t→ increases the spectral
weight of the corresponding pair-density matrix, which indicates the enhanced overall d-wave pair
fluctuations. The leading eigenvalue is enhanced on the 8→8 lattice for both with and without sym-
metry projections. For larger lattices such as 12 → 12 and 16 → 16, the leading pair-density matrix
spectral weight is distributed among several nearly degenerate eigenmodes rather than being con-
centrated in a single dominant mode. This indicates enhanced and more broadly distributed d-wave
pair fluctuations, but no single eigenvalue exhibits the extensive scaling required for ODLRO.

I. INTRODUCTION

The Fermi-Hubbard model is a paradigmatic model for
studying the microscopic origin of unconventional super-
conductivity1,2. Determining its ground state is challeng-
ing because several competing phases can be extremely
close in energy3–10. On finite lattices, the ground state
can also depend sensitively on system size and boundary
conditions. Therefore, to reduce the finite-size e!ect, the
lattice size should be su”ciently large. The t-t↑-U Hub-
bard model is more challenging than the pure Hubbard
model. The next-nearest-neighbor hopping t↑ changes the
Fermi surface and makes the ground state more sensitive
to finite-size e!ects. Meanwhile, several nearly degener-
ate phases compete near the ground state.

Variational Monte Carlo (VMC) provides a flexible
framework for approximating many-body ground states
and their energies. Unlike many projector quantum
Monte Carlo approaches, VMC does not su!er from a
fermionic sign problem in sampling the probability distri-
bution of a prescribed variational wave function11,12; its
accuracy instead depends on the expressiveness and op-
timization of the ansatz. Neural quantum states (NQSs)
provide a powerful class of variational wave functions.
Neural-network wave functions have achieved high accu-
racy for a variety of strongly correlated systems, includ-
ing many-electron problems in continuous space13–16.

For lattice models, an e!ective variational wave func-
tion must combine su”cient expressive power with
tractable optimization. In VMC, the variational param-
eters are typically optimized using gradient-based meth-
ods to minimize the energy expectation value. However,

the e!ectiveness of VMC depends crucially on the qual-
ity of the variational wave function. Incorporating prior
physical information, such as known sign structures or
Hamiltonian symmetries, can substantially improve opti-
mization and variational accuracy. The frustrated J1-J2
model provides one example. Near the maximal frustra-
tion J2 = 0.5J1, employing a prior Marshall sign rule17

significantly reduces the optimization di”culty18–20. In
addition to incorporating prior sign structure, enforc-
ing Hamiltonian symmetries can reduce the optimiza-
tion di”culty and improve variational accuracy21. This
strategy has also proved e!ective for the Fermi-Hubbard
model22–24.

Recently, the tensor-backflow wave function has shown
high e”ciency and accuracy in solving the Hubbard
model25. For example, combined with one Lanczos
step, the tensor-backflow wave function achieves energies
competitive with Transformer-based NQS calculations26,
meanwhile the method has obtained charge-density-wave
(CDW) and spin-density-wave (SDW) with periods of
1/n and 2/n, on the 16→ 16 lattice with periodic bound-
ary conditions (PBC), where n is the electron filling. As
a variational wave function, the tensor-backflow is opti-
mized by first-order-gradient method with su”cient MC
sample number, and it has su”cient expressive power
for a wide range of parameters in the Fermi-Hubbard
model. For example, for the case of n = 0.875, U = 8,
t↑ = ↑0.2t on the 12→12 under PBC, the tensor-backflow
has successfully obtained the width-4 stripe with the en-
ergy lower than the Transformer NQS.

In this work, we apply the tensor-backflow method on
cases of n = 0.875, U = 8, t↑ = ↑0.2t on square lattices
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SCHOOL FOR PHD AND MASTER STUDENTS

Machine Learning for Complex
Quantum Systems

29 November – 4 December 2026 venue: Max Planck Institute for the Science of Light, Erlangen

About the School

Are you fascinated by the intersection of artificial intelligence and

quantum physics? This specialized school invites PhD and Master

students to explore cutting-edge machine learning techniques applied

to complex quantum systems.

Organized as part of the Research Unit FOR 5919 (https://
for5919.github.io/), the program combines theoretical lectures

with comprehensive hands-on coding tutorials to bridge foundational

concepts with active research.

Specialized Parallel Tracks
Participants choose one of two specialized tracks during Days 2–4:

↭ Track 1: Neural Quantum States (NQS)
Focuses on representing complex many-body wave functions us-

ing neural network architectures, variational Monte Carlo, and

ground state searches. No prior knowledge in NQS required!

↭ Track 2: Reinforcement Learning (RL) for Quantum Tech
Covers the fundamentals of RL, strategies for quantum control

optimization, quantum error correction protocols, and quantum

circuit dynamics. No prior knowledge of RL required!

Program Schedule

Phase 1: Day 1 (Nov 30, 1:30 PM Kick-o!)
Introduction to deep learning, neural network architec-

tures, and optimization.

Phase 2: Days 2–4 (Dec 1–Dec 3)
Intensive track-specific lectures and interactive track-

oriented hands-on programming tutorials.

Phase 3: Day 5 (Dec 4, Ends 12:30 PM)
Joint scientific session featuring contemporary research

talks.

Prerequisites & Logistics

→ Basic understanding of quantum mechanics & Python proficiency.

→ No prior deep learning/machine learning experience required.

→ Laptop Required: Participants must bring their own laptops

for hands-on numerical and coding sessions.

Lecturers
NQS Track:

→ Annabelle Bohrdt (LMU Munich)
→ Markus Heyl (Univ. of Augsburg)

RL Track:

→ Florian Marquardt (MPL Erlangen)
→ Marin Bukov (MPI-PKS Dresden)

Application Details
Deadline: September 30, 2026
Registration Fee: free (approval required)
Venue: Max Planck Institute for the Science
of Light, Erlangen
Accommodation: self-organized (see web-
site for local suggestions)

Website & Application
https://indico.mlcqs.de/event/1/

Contact
Ms. Julia Stier
julia.stier@verwaltung.uni-regensburg.de

Max Planck Institute for the Science of Light • Organized as part of Research Unit FOR 5919

Winter school organized by our ML research unit: 

- Parallel tracks on NQS and RL 

- Application deadline Sept 30
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